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Abstract

This paper examines cost-efficient strategies for managing traffic spike patterns in high-load systems with event-driven
and stream-oriented architectures. It is demonstrated that relying on horizontal scaling cannot be considered a universal
response, as it is constrained by both technical and economic limitations. A classification of spike patterns specific to event-
driven systems is proposed, and the reasons for their critical impact are identified. Based on a literature review, alternative
approaches to handling spike loads are systematized. An original model for assessing spike severity and an integral indicator
for strategy selection are developed. It is concluded that, under spike load conditions, the highest effectiveness is achieved
through a staged decision-making process, in which horizontal scaling is used as one of several available tools, while the
choice of response is determined by spike characteristics and economic feasibility.
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AHHOTaNMsA

B craree paccmarpuBatorcst cost-efficient crpareruu ympaenenusi spike-marrepHamy Tpadika B BBICOKOHArpy’KeHHBIX
cucreMax c event-driven u stream-oriented apxurekTypoil. IIoka3aHo, UTO peakIyisl Uepe3 TOPH30HTAIbHOE MacIITabupoBaHie
HE MOXKeT CUMTAThCs YHHBEPCA/TbHOM, IMOCKOMBKY OHAa CBs3aHa C TeXHWUYECKHMMH M CTOMMOCTHBIMH OrpaHUYeHHsIMH.
IpennoxkeHa knaccudukanus spike-rmarrepHoB Asist event-driven cucTeM M pacKpBIThI TPUYMHBI UX KPUTUYHOCTH. Ha ocHOBe
aHanM3a JIMTepaTypbl CUCTeMaTU3UPOBaHb! ajlbTepHATHBHbIE MOAXOABI K 06paboTke spike-Harpy3ok. Pa3paboraHa aBTOpCKast
Mozie/Ib OLIEHKH TsDKECTH BCIUVIECKa M MHTerpasbHBIN 10Kasaresb BblOopa crparerud. CrenaH BbIBOJ, O TOM, UTo 1pu spike-
Harpy3kax HauOOMBILYI pe3y/lbTaTMBHOCTb 0becrieurBaeT IO3TANHOe MPHUHSATHE PpelLleHHd, B KOTOPOM TOPH30HTalbHOE
MaciuTabupoBaHye WUCIOb3yeTCsl KaK OAWH W3 JIOMYCTUMBIX MHCTPYMEHTOB, a BBIOOp peakL|y OmpezessieTcsl IapaMeTpaMu
BCII/IeCKa ¥ SKOHOMHYECKOM 11e1eco00pa3HOCThIO.

KiroueBbie ciioBa: spike-marrepabl Tpaduka, event-driven cucTtemsl, stream-oriented apXWTeKTYpbI, TOPH30HTa/lbHOE
MaciuTabupoBaHue, cOpoC Harpy3ku, KOHTPOJIb JOCTYTIa, MPOTHO3UPYEMOE aBTOMAaTUUYeCKOe MacCIITabupoBaHue, BepTHKaIbHOe
MacirrabrupoBanue, SLO, s5KoHOMUYecKasi 3QeKTUBHOCTb.

Introduction

The widespread adoption of event-driven and stream-oriented architectures has reshaped the requirements for load
management in high-load systems. In particular, such systems are characterized by the continuity of event streams, dependence
on queue processing rates, and high sensitivity to short-term spikes in incoming traffic. At the same time, the cost of cloud
resources continues to play an independent role in engineering decision-making, as an imbalance between performance and
cost often renders a technically viable solution economically inefficient. In the survey by V. Cardellini, F. Lo Presti, M.
Nardelli, and G. Russo, it is rightly noted that stream processing systems rely on a wide range of runtime solutions, including
resource reallocation, scaling, load shedding, migration, and execution parameter reconfiguration. The breadth of these
approaches indicates the absence of a single universal solution to traffic spikes, while the choice of response must take into
account the characteristics of the operating environment and the load profile [1].

Moreover, the operational practice of cloud-based stream processing services reveals another important issue. Automatic
scaling is often perceived as a convenient mechanism for lowering the barrier to entry; however, its cost may significantly
deviate from a conditionally optimal scenario. As emphasized in the study by Y. Wang, B. Lyu, and V. Kalavri, cloud platforms
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tend to scale up rapidly to meet performance requirements but reduce resources much more slowly after the peak has passed.
This creates an asymmetry that results in paying for underutilized resources and gives rise to the so-called non-expert tax, i.e.,
the costs incurred when using auto-scaling without expert tuning [2]. As a result, the problem arises of determining which
strategies for handling spike loads are truly cost-efficient for event-driven systems and under what conditions they are
preferable to horizontal scaling.

The aim of this study is to systematize alternatives to horizontal scaling, develop a model for assessing spike severity, and
formulate an algorithm for selecting a response strategy to spike loads.

Research methods and principles

The research materials consist of international scholarly publications focused on runtime management of stream
processing systems, handling of bursty workloads, load shedding, admission control, predictive auto-scaling, vertical scaling,
and the evaluation of the performance—cost trade-off in cloud environments. The study employs methods of analysis and
synthesis of scientific literature, comparative analysis of approaches to handling spike loads, as well as structural and
functional analysis of response mechanisms to traffic spikes in event-driven systems. Based on the reviewed sources, cost-
efficient strategies are systematized, and an original framework for their evaluation is proposed. To support the proposed
framework, a calculation-based validation was additionally performed. Public Azure Functions Trace 2019 data were used to
justify the relevance of event-driven spike scenarios, while published PASS benchmark results were used to calculate and
compare cost-efficiency indicators for common auto-scaling strategies.

Main results

A traffic spike pattern can be defined as a sharp deviation of incoming flow intensity from the baseline level, occurring
over a short time interval and capable of disrupting the event processing regime. In event-driven systems, the criticality of such
deviation is determined by the impact of increased input flow on queue length, processing time, consumer latency, event
acknowledgment time, and compliance with latency SLOs. In the study by L. Lu, L. Cherkasova, V. de Nitto Personé, N. Mi,
and E. Smirni on overload management under bursty workloads, it is shown that increased burstiness affects blocking queues,
response time, and the probability of session interruption. The authors propose an admission control policy that accounts for
the level of burstiness in regulating access; in other words, according to the authors, spike load should be evaluated based on
its impact on service parameters rather than on the value of input intensity [3].

Based on the above, a classification of spike patterns is proposed (Fig. 1).
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Figure 1 - Classification of spike patterns and the main reasons for their critical impact on event-driven systems
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As can be observed, the criticality of spike patterns for event-driven systems is relatively high. At the same time, for the
purpose of a formalized assessment of the identified patterns, it is proposed to introduce a spike severity index (1):

SI=wlpeakbase+w2Tburst Tref+w3QgrowthQmax-+w4LsloLmax @)

where:

— SI is the integral assessment of spike severity;

— peak is the peak input flow intensity;

— base is the baseline intensity;

— Thburst is the spike duration;

— Tref is the reference duration;

— Qgrowth is the queue growth;

— Qmax is the maximum allowable backlog;

— Lslo is the deviation of latency from the target value;

— Lmax is the maximum allowable deviation;

wl+w2+w3+wd=1.

In the proposed interpretation, a moderate spike corresponds to a low SI value (up to 0.8), a significant spike to an
intermediate range (0.8—1.2), and a critical spike to a high index value (above 1.2).
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At the same time, it is important to emphasize why the exclusive use of horizontal scaling cannot be considered universal.
While horizontal scaling remains relevant for high-load systems, its universalization leads to a critical limitation: under spike
load conditions, additional infrastructure capacity is not provisioned instantaneously, as time is required for instance startup,
warm-up, load redistribution, and, in some cases, state migration between computational nodes. Another issue is that the
response to a spike may be excessive. After the spike subsides, the system continues to retain a portion of resources that no
longer provide comparable utility. In the study by I. Fé, R. Matos, J. Dantas, C. Melo, et al., focused on the trade-off between
performance and cost in auto-scaling, particular attention is given to the necessity of evaluating scaling through the joint
consideration of performance and cost. In other words, resource expansion cannot be reduced to a purely technical action, as
the economic cost of the response must be analyzed alongside the probability of maintaining the required service level [4].

For event-driven systems, this issue is further complicated by dependencies on queues, operator state, and inter-node
interactions:

1) increasing the number of instances raises coordination overhead, network communication costs, and state
synchronization requirements;

2) under short spikes, the deployment time of horizontal scaling may approach the duration of the spike itself;

3) under prolonged spikes, an excessive response leads to overshoot, after which the reduction in the number of instances
occurs significantly more slowly than their increase.

For systems with strict SLO constraints, such asymmetry implies a higher cost of configuration errors, as misconfiguration
of scaling thresholds, cooldown parameters, or the interpretation of incoming metrics may shift the solution from a resource-
efficient mode to a state of resource overprovisioning without a meaningful improvement in service quality. Thus, the
following typology of cost-efficient strategies can be proposed as alternatives to horizontal scaling (Table 1).
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Table 1 - Typology of cost-efficient strategies as alternatives to horizontal scaling
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Source: compiled by the author based on [5], [6], [7], [8]
Based on Table 1, it is proposed to use an integral cost-efficiency assessment for strategy selection (2):

CEs=wl-(1-Cs)+uw2SLOs+w3-(1—-Rs)+w4d-(1-Ts)+wS5-(1—-0s) 2)
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where:

— CEs is the integral assessment of strategy s;

— Cs is the normalized implementation cost of the strategy;

— SLOs is the normalized degree of SLO compliance;

— Rs is the normalized risk of data loss, degradation of processing quality, or partial failure;
— Ts is the normalized stabilization time after the spike;

— Os is the normalized operational complexity of implementation and maintenance.

The optimal strategy is the one for which the value of CEs is maximized (3):

s*—=argmaxCEs (3)

The proposed model makes it possible to evaluate multiple strategies within a single scale. The set of compared options
should include the following (Fig. 2): controlled load shedding, admission control, prediction-based provisioning, predictive
auto-scaling, vertical scaling, and horizontal scaling.

Figure 2 - Comparative analysis of cost-efficiency strategies for managing spike patterns
DOIL: https://doi.org/10.60797/COMP.2026.12.1.3

Thus, for short-term and sharply pronounced spikes, high effectiveness is often achieved by admission control or vertical
scaling, as their effects manifest more rapidly; for predictable recurring spikes, predictive auto-scaling may have an advantage.
Under critical queue growth and severe time constraints, controlled load shedding may be acceptable if the reduction in
processing completeness is compensated by maintaining an acceptable level of service, whereas for sustained demand,
horizontal scaling remains appropriate.

The decision-making algorithm for spike loads is presented in Fig. 3.
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Figure 3 - Decision-making algorithm for spike loads
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Accordingly, the algorithm is based on applying the proposed model with the determination of optimal cost parameters;
after implementing the selected measure, backlog, latency, and the cost of the response are monitored. If critical symptoms
persist, the procedure is repeated with updated input parameters until optimal values are achieved.

To reduce the purely theoretical nature of the proposed model, a compact calculation-based validation was carried out.
Azure Functions Trace 2019 was selected as an empirical reference point because it reflects real serverless/event-driven
workloads and contains invocation counts in 1-minute intervals, trigger types, execution time, and memory usage. This ensures
that the proposed model is evaluated against a relevant class of real event-driven workloads rather than an abstract traffic
profile [9].

For the numerical validation of the cost-efficiency indicator, the published PASS benchmark data were used. The evaluated
strategies include threshold-based rules, target tracking, and a queuing-theory-based strategy. Since the PASS results contain
QoS guarantee rate for average response time, QoS guarantee rate for TP999 tail latency, and resource cost, the following
compact empirical specification was used:

CEtest = 0,35*QoSavgRT + 0,40*QoSTP999RT + 0.25*(1 — Cnorm),

where Cnorm is the resource cost of a strategy normalized by the maximum resource cost among the compared methods.
The results show that the queuing-theory-based strategy has the highest cost-efficiency score, despite not having the lowest
resource cost. This can be attributed to its higher QoS guarantee rate, especially for TP999 tail latency, which is critical for
high-load systems with strict SLO requirements. Therefore, the validation supports the main argument of the study: the
response to spike load should not be selected only by resource expansion logic, but through the joint assessment of QoS
preservation, response cost, and overload dynamics.

A sensitivity check was also performed by varying the weights in CEtest within a +/-15% range and normalizing their sum
to one. The ranking of strategies remained stable: the queuing-theory-based strategy retained the highest score, target tracking
remained in the middle position, and threshold-based rules retained the lowest score. This indicates that the result is not
determined by an arbitrary choice of a single coefficient and that the proposed indicator can be used as a preliminary decision-
support tool.

Conclusion

Thus, the conducted study demonstrates that managing spike patterns in high-load event-driven systems requires moving
away from the simplified assumption that an increase in incoming traffic should automatically trigger horizontal scaling. The
proliferation of stream-oriented architectures, together with stricter SLO/SLA requirements and rising cloud resource costs,
makes such a response economically vulnerable. Cost-efficient management strategies serve as alternatives to horizontal
scaling and may take various forms, on the basis of which an original approach is proposed.

The calculation-based validation provides supporting evidence for the practical applicability of the proposed model. Using
published benchmark data, it was shown that the integral cost-efficiency indicator produces a differentiated ranking of
response strategies and remains stable under moderate variation of weighting coefficients. Therefore, the proposed approach
can be used as a preliminary decision-support framework for selecting cost-efficient responses to spike loads in event-driven
and stream-oriented systems.
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